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O R I G I N A L  A R T I C L E

Large language models in radiology: a bibliometric analysis of growth, 
collaboration, and thematic shifts (November 2022–July 2026)

PURPOSE
To map the development of research on large language models (LLMs) in radiology from November 
2022 to July 2026, focusing on publication trends, collaboration patterns, citation distribution, and 
thematic shifts among Science Citation Index Expanded (SCIE)–indexed original research articles.

METHODS
A bibliometric analysis was conducted using records retrieved from the Web of Science Core Collec-
tion. Terms related to LLMs and radiology were combined at the topic (title, abstract, and keyword) 
level, and records retrieved by a complementary title-restricted strategy were screened jointly so 
that the analytic corpus reflected the union of both strategies. Only original research articles in-
dexed in the SCIE were included. Records were screened independently by three reviewers (Fleiss’ 
κ: 0.67). Publication trends, leading countries, institutions, authors, and journals; international col-
laboration networks; keyword co-occurrence patterns; citation distributions; and period-stratified 
thematic shifts were analyzed. Citation concentration was assessed with year-stratified sensitivity 
analyses, and a post hoc vision–language and foundation model sensitivity search quantified re-
cent literature not captured by the primary strategy.

RESULTS
A total of 850 SCIE-indexed articles were included. Annual output increased from 1 article in 2022 to 
380 in 2025 (2026 partial). The dataset accumulated 10,767 citations (mean 12.67 per article; Hirsch 
index 48), but impact was concentrated: The 10% most cited articles accounted for 63.8% of all 
citations, and 28.5% of articles were uncited (8.0% excluding the partial 2026 window). The United 
States was the most productive country and the most connected hub of international collaboration 
by total link strength and betweenness centrality, followed by China, Germany, and Türkiye. Pub-
lications concentrated in a small number of high-impact journals, led by Radiology. Keyword and 
period-stratified analyses showed a shift from early ChatGPT-centered feasibility studies toward 
general LLM and modality-specific evaluation, with keyword-level signals of an emerging multi-
modal direction.

CONCLUSION
Research on LLMs in the SCIE-indexed radiology literature has expanded rapidly since 2022. Key-
word patterns suggest a gradual shift from exploratory, text-only applications toward clinically 
oriented evaluation, with early keyword-level signals of a multimodal direction, although meth-
odological heterogeneity and the absence of standardized, clinically meaningful evaluation frame-
works remain the main barriers to clinical adoption.

CLINICAL SIGNIFICANCE
By quantifying where, by whom, and on which themes LLM research in radiology is produced, this 
analysis helps radiologists, researchers, and funders identify under-studied modalities and applica-
tions, locate established collaboration networks, and direct future work toward the standardized, 
clinically meaningful evaluation frameworks the field currently lacks.
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The rapid advancement of artificial 
intelligence (AI) applications has sub-
stantially influenced research trajec-

tories in medical imaging. Radiology has 
emerged as one of the leading specialties 
in adopting deep learning–based image 
analysis techniques, enabling notable 
progress in diagnostic accuracy, workflow 
efficiency, and clinical decision-making 
processes.1 In parallel with these develop-
ments, the emergence of large language 
models (LLMs) has expanded the scope of 
AI systems beyond image analysis alone, 
allowing the integration of advanced text-
based reasoning and interpretation into 
clinical practice.2

Clinical radiology inherently relies on 
extensive textual components, as imaging 
findings must be translated into structured 
reports and communicated in a manner that 
is interpretable for both clinicians and pa-
tients. Within this context, the use of LLMs 
has extended beyond the post-processing of 
existing reports to include report generation 
from scratch, summarization, and rephrasing 
into patient-oriented language.3,4 The poten-
tial benefits of these applications have been 
particularly emphasized in high-volume 
clinical settings, where reducing reporting 
time and promoting standardized terminol-
ogy are critical challenges. The accelerated 
growth in publication output over recent 
years suggests that this trend represents not 
merely a technical innovation but the forma-
tion of a distinct and evolving research eco-
system.5-9

Despite this rapid expansion, the biblio-
metric landscape of LLM research has already 
begun to attract systematic attention. Scop-
ing reviews have charted the rise of LLMs in 
radiology10 and medical diagnostics.11 Bib-
liometric analyses have described genera-
tive AI research in healthcare imaging12 and 
LLM applications in healthcare at large.13 A 
recent specialty-stratified mapping identi-
fied radiology, nuclear medicine, and medi-
cal imaging as the fastest-growing specialty 
segment.14 These studies treat radiology as 
part of a broader clinical landscape, combine 
heterogeneous document types across cita-
tion indexes, or end their coverage before 
2026. The contribution of the present study 
is therefore not bibliometric mapping per se, 
but a citation-homogeneous account of the 
field: a larger, manually screened corpus of 
Science Citation Index Expanded (SCIE)–in-
dexed original research with radiology as the 
primary scope, extending through July 2026 
and combining performance indicators with 
citation-distribution and period-stratified 
thematic analyses.

This study aims to characterize the radi-
ology-focused LLM literature published be-
tween November 2022 and July 2026 using 
bibliometric methods. Beyond describing 
publication trends and the leading journals, 
authors, institutions, and countries, we quan-
tify how citation impact is distributed across 
the corpus, how international collaboration is 
structured, and how thematic emphases have 
shifted across successive publication peri-
ods. Together, these analyses are intended to 
show not only how much has been published 
but where the intellectual weight of the field 
lies and in which directions it is moving.

Methods

Data source

This bibliometric study was conducted 
using data retrieved from the Web of Sci-
ence Core Collection (WoSCC), selected for 
its standardized indexing, comprehensive 
citation data, and suitability for large-scale 
bibliometric analyses.15 To ensure method-
ological consistency and citation homoge-
neity, only records indexed in the SCIE were 
included in the final analytical dataset. All 
bibliographic records were exported in the 
Full Record and Cited References format for 
subsequent preprocessing and analysis. As 
this study was based exclusively on publicly 
available bibliographic data and did not in-
volve human participants or personal infor-
mation, ethical approval and informed con-
sent were not required.

Search strategy

The literature search was performed in a 
single session on July 4, 2026, to avoid da-
tabase update bias. The Topic Search (TS) 
field was queried using a comprehensive 
set of terms related to LLMs and generative 
AI, including “large language model,” “gen-
erative artificial intelligence,” “generative AI,” 
“ChatGPT,” “GPT-3,” “GPT-4,” “GPT-5,” “Gemini,” 
“Bard,” “Med-PaLM,” “Med-PaLM 2,” “LLaMA,” 
“LLaMA-2,” “DeepSeek,” and “Claude.”

Radiology- and imaging-related terms 
(“radiology,” “radiologic*,” “medical imaging,” 
“diagnostic imaging,” “magnetic resonance 
imaging,” “MRI,” “computed tomography,” 
“ultrasound,” “ultrasonograph*,” “PACS,” “ra-
diology information system*,” and “report-
ing-related terms”) were likewise applied at 
the topic (TS) level to maximize sensitivity. 
A title-restricted alternative strategy, con-
fining radiology terms to the title field, was 
executed in the same session and compared 
in a sensitivity analysis (Appendix 1): Among 
English-language original articles, the top-
ic-level search retrieved 1,649 records and 
the title-restricted search 1,371; 799 were 
retrieved by both, 850 by the topic-level 
strategy only, and 572 by the title-restricted 
strategy only (2,221 unique records taken 
forward). “X-ray” as a standalone term was 
retained only with radiology-context terms. 
The search covered publications indexed 
from November 2022 onward, correspond-
ing to the public release of contemporary 
LLM technologies.

The complete WoS query, exactly as exe-
cuted, is provided in Appendix 1. The explic-
itly named model list reflects the LLM tools 
most frequently identified in the radiology 
literature at the time of the search. Broader 
topic terms such as “large language model*” 
and “generative artificial intelligence” were 
intended to capture additional models and 
related concepts not listed individually, al-
though some may remain under-represent-
ed. In response to the late consolidation 
of vision–language and foundation model 
terminology, a post hoc sensitivity search 
combining the same radiology topic block 
with terms such as “vision-language model*,” 
“multimodal large language model*,” “foun-
dation model*,” “VLM,” “GPT-4V,” and “LLaVA” 
was executed on September 16, 2026, with 
identical filters (verbatim query in Appendix 
1, section A1.4).

Eligibility criteria and study selection

The stage-by-stage yield of the search, 
screening, and sensitivity analyses is report-

Main points

•	 Research output on large language mod-
els in radiology expanded from 1 article in 
2022 to 380 in 2025, yielding a total of 850 
Science Citation Index Expanded–indexed 
articles through the search window of July 
2026.

•	 The United States, China, and Germany have 
demonstrated leadership in productivity 
and citation impact, with institutions in the 
United States serving as the primary hubs 
for international collaboration.

•	 Publications were concentrated in a small 
number of high-impact journals; Radiol-
ogy, European Radiology, and Academic 
Radiology were the most influential radiol-
ogy-specific outlets.

•	 Keyword analyses revealed a predominant 
focus on natural language processing, re-
port generation, and decision support, with 
emerging multimodal signals, alongside a 
persistent gap: the absence of standardized, 
clinically meaningful evaluation metrics.
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ed in the Results (Search and Screening Yield) 
and summarized in Figure 1. The restriction 
to original research articles keeps citation 
metrics comparable across a homogeneous 
document population; the resulting exclu-
sion of early editorial and conference materi-
al is acknowledged in the Limitations.

A record was considered in scope when an 
LLM or generative language component was 
central to the research question, including 
text-only LLMs and vision–language models 
with a language backbone applied to inter-
pretation, report generation, summarization, 
patient communication, decision support, 
or education in a radiology context. Studies 
addressing general computer-vision tasks 
such as segmentation, image synthesis, or 
cross-modal retrieval without a substantive 
language-model component were excluded, 
as were studies in which radiology served 
only as an incidental data source.

Title–abstract and, where necessary, full-
text relevance screening was performed in-
dependently by three reviewers (all assistant 
professors of radiology), each blinded to the 
others’ decisions. Inclusion required that an 
LLM or generative language component be 
central to the study within a radiology or 
medical-imaging context. Inter-rater agree-
ment was substantial (Fleiss’ κ: 0.67; pairwise 
Cohen’s κ: 0.63–0.75); final inclusion was 
determined by majority vote, with residual 
disagreements resolved by discussion. Rel-
evance screening excluded 1,165 out-of-
scope records, leaving 1,051 relevant articles; 
exclusion of records not indexed in SCIE (n = 
201) yielded the final dataset of 850 articles, 
of which 541 had been retrieved by both 
search strategies, 278 by the topic-level strat-
egy only, and 31 by the title-restricted strat-
egy only (Appendix 1). The study selection 
process followed the Preferred Reporting 
Items for Systematic Reviews and Meta-Anal-
yses 2020 framework and is illustrated in Fig-
ure 1.16

Data extraction and preprocessing

For each included record, bibliographic 
information was extracted, including pub-
lication year, article title, source journal, 
author names, author keywords, Keywords 
Plus, institutional affiliations, country in-
formation, citation counts, citation density, 
WoS subject categories, and unique acces-
sion numbers (UT). Institutional and country 
names were standardized, and duplicate re-
cords were removed by UT matching. Author 
keywords were cleaned by unifying spelling 
variants, merging synonymous terms, and 

removing non-informative entries; the full 
merging rules are listed in Appendix 2. Au-
thor-name disambiguation combined WoS 
unique author identifiers with manual re-
view of author lists and affiliations. For insti-
tutional analyses, organizational variants in-
dexed as separate entities were harmonized 
using a thesaurus file so that constituents of 
multi-entity systems (e.g., Harvard Universi-
ty, Harvard Medical School, Massachusetts 
General Hospital, and Brigham and Women’s 
Hospital) were consolidated into single insti-
tutional systems only where the constituent 
formally belongs to the parent organization. 
The complete mapping is documented in 
Appendix 2 (A2.3), and the unaggregated in-
stitution-level ranking is reported in Supple-
mentary Table 1.

Bibliometric analysis

Bibliometric analyses were conducted at 
the temporal, country, institution, author, 
journal, WoS category, and keyword levels. 
All country- and institution-level indicators 
used full counting: Each publication is cred-
ited once to every country or institution in its 
author affiliations, without fractional weight-
ing or corresponding-author attribution. A 

publication was classified as internationally 
collaborative when its affiliation list includ-
ed authors from two or more countries. Per-
formance indicators included publication 
counts, total citations, mean citations per 
article, citation density, percentage of cited 
documents, and Hirsch index (H-index) val-
ues. Because absolute citation counts favor 
earlier publications in a corpus this young, 
time-normalized indicators were also com-
puted: citation density, defined as citations 
per document per year since publication 
(total citations divided by cumulative docu-
ment-year exposure), and the share of total 
citations accruing to the 10% most-cited ar-
ticles. Citation density and the H-index were 
computed using the bibliometrix R package 
(Aria & Cuccurullo, 2017).

Keyword analysis and science mapping

Keyword frequency analysis was per-
formed using standardized author keywords, 
with word cloud visualization used to illus-
trate frequency distributions. Before analysis, 
author keywords were harmonized with a 30-
rule thesaurus that merged locale-display ar-
tifacts, abbreviation–full-form pairs (e.g., “AI” 
and “artificial intelligence”; “MRI” and “mag-

Figure 1. Study selection flow diagram (PRISMA-style). SCIE, Science Citation Index Expanded; LLM, large 
language model.
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netic resonance imaging”), and singular/plu-
ral or bracketed variants, whereas scientifical-
ly distinct model names (e.g., ChatGPT, GPT-4, 
Gemini) were deliberately kept as separate 
terms; the full rule list is provided in Appendix 
2. The keyword co-occurrence network was 
constructed in VOSviewer with full counting, 
a minimum occurrence threshold of 5, associ-
ation-strength normalization, and clustering 
resolution of 1.00, yielding 88 keywords in 
8 clusters. Reported document frequencies 
were computed with the accompanying anal-
ysis script; occurrence values shown in the 
network may differ marginally (by ≤ 3) from 
these frequencies owing to VOSviewer’s in-
ternal handling of duplicate keyword variants 
within a record. To examine thematic change 
over time, keyword analyses were addition-
ally stratified into three publication periods 
(2022–2023, 2024, and 2025–July 2026), with 
period-specific counts and shares reported in 
Supplementary Table 2.

Statistical analysis

All data preprocessing and statistical anal-
yses were performed using R software (ver-
sion 4.4.1; R Foundation for Statistical Com-
puting, Vienna, Austria) with the bibliometrix 
package (version 4.3.0; Aria & Cuccurullo, 
2017), complemented by a Python (version 
3.10) script for keyword frequency and peri-
od-stratified analyses. Network visualizations 
(country, institution, author, and keyword 
maps) were generated using VOSviewer 
(Centre for Science and Technology Studies, 
Leiden University, Leiden, The Netherlands) 
with full counting and association-strength 
normalization. Item-inclusion thresholds 
were a minimum of five documents for coun-
try and institutional maps, three documents 
for author maps, and five occurrences for 
the keyword map. Institutional, author, and 

keyword names were harmonized using 
thesaurus files before mapping. Because 
WoS assigns some journals to multiple sub-
ject categories, category-level indicators 
were likewise computed with full counting. 
Citation-concentration statistics (top-10% 
citation share, uncited proportion, and Gini 
coefficient) were computed for the full cor-
pus and, as sensitivity analyses, within pub-
lication years and after excluding the partial 
2026 window. For co-authorship networks, 
total link strength was taken from VOSview-
er, and degree and weighted betweenness 
centrality were computed with NetworkX 
version 3.4.2 (Supplementary Table 3).

Results

Search and screening yield

The combined search (topic-level and 
title-restricted strategies pooled) retrieved 
4,279 records. After restricting the timeframe 
to 2022–2026, 3,624 records remained, and 
after limiting document types to original re-
search articles and the language to English, 
2,221 records were retained. Five records 
were removed at a technical stage (one re-
tracted publication, one book chapter, two 
conference proceedings papers, and one 
record published before the November 2022 
window), leaving 2,216 records for relevance 
screening (Figure 1).

The post-hoc sensitivity search retrieved 
722 SCIE-indexed English-language original 
articles (2022–2026): 212 had also been re-
trieved by the primary strategy (122 of them 
in the final corpus) and 510 had not. Term-
based triage indicated that 333 of the 510 
concerned image-only foundation models 
without a substantive language-model com-
ponent—outside the corpus definition—
whereas 177 carried language-model-relat-

ed terminology; 89.4% were published in 
2025–2026, and part of the difference reflects 
records indexed between the two search 
dates. These records were not added to the 
corpus; their implications are addressed in 
the Discussion and Limitations.

Temporal evolution of publications and ci-
tations

A total of 850 SCIE-indexed articles pub-
lished after November 2022 were included. 
Annual output rose from 1 article in 2022 to 
35 in 2023, 147 in 2024, and 380 in 2025; 287 
articles were indexed in the partial 2026 win-
dow (cut-off July 4, 2026) and were exclud-
ed from year-on-year growth comparisons. 
Across the dataset, the articles accumulated 
10,767 citations, corresponding to a mean 
of 12.67 citations per article and an overall 
H-index of 48. Because citations to earlier ar-
ticles have had more time to accrue, absolute 
citation totals peak for the 2023–2024 publi-
cation years rather than for the most recent 
ones (Figure 2).

The distribution of citations was highly 
skewed. In the full corpus, the 10% most-cited 
articles accounted for 63.8% of all citations, and 
242 articles (28.5%) were uncited at the search 
date (Supplementary Figure 1); 68.6% of the 
articles indexed in 2026 had not yet been cit-
ed. Excluding 2026, 8.0% of articles (45 of 563) 
remained uncited, and the top-10% share fell 
to 54.9% (Gini coefficient 0.78 vs. 0.69). Con-
centration nevertheless persisted within pub-
lication years (top-10% shares 37.9%–41.4%; 
uncited proportions 0%–11.6%). Citation 
concentration therefore reflects both the im-
maturity of recently indexed publications and 
a persistent within-year skew, and it cautions 
against reading mean citations or the H-index 
as indicators of uniform quality.

Figure 2. Annual scientific production and citations. (a) Annual number of SCIE-indexed articles; the hatched bar indicates the partial 2026 indexing window (search 
cut-off: July 4, 2026), excluded from year-on-year growth comparisons. (b) Total citations received, by publication year.

a b
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Country-level distribution and internation-
al collaboration

The United States ranked first in pro-
ductivity (268 documents), total citations 
(4,491), and H-index (31), and it occupied the 
most connected network position (total link 
strength 142; betweenness centrality 0.62, vs. 
89 and 0.29 for Germany and 84 and 0.20 for 
China, respectively; Table 1, Supplementary 
Table 3). China (195 documents; 1,591 cita-
tions) and Germany (128 documents; 2,114 
citations; H-index 24) followed, and Türkiye 
emerged as the fourth most productive coun-
try (84 documents). Among smaller produc-
ers, Canada recorded the highest mean cita-
tions (30.03) and, together with Switzerland, 
the highest citation density, whereas England 
(81.8%) and Switzerland (79.3%) showed the 
highest proportions of internationally co-au-
thored output. The output of the leading 
countries is summarized in Figure 3a. The col-
laboration network (Figure 3b) showed dense 
co-authorship centered on the United States. 
Country-level international collaboration 
rates are reported in Table 1.

Institution-level productivity and collabo-
ration patterns

After harmonizing institutional variants 
into single systems, the University of Cali-
fornia System (38 documents), the Technical 
University of Munich (37 documents), and 
the Harvard University System (31 docu-
ments; 530 citations) were the most produc-
tive centers (Table 2). Aggregation followed 
the documented constituent-to-parent map-
ping in Appendix 2 (A2.3); the unaggregated, 
WoS-native institution-level ranking is pro-
vided in Supplementary Table 1. In the insti-
tutional network, the Harvard University Sys-
tem combined the highest total link strength 
(70) with the highest betweenness centrality 
(0.33) (Supplementary Table 3). Stanford Uni-
versity exhibited the highest citation density 
among leading institutions (13.47) and, to-
gether with the Harvard University System 
(61.3%) and Stanford (59.1%), had one of the 
highest international collaboration rates. The 
collaboration network (Figure 4b) showed 
dense inter-institutional linkages among ac-
ademic medical centers across North Ameri-
ca, Europe, and East Asia.

Author-level productivity, citation impact, 
and collaboration structure

Keno K. Bressem was the most prolific au-
thor (21 documents; 202 citations), followed 
by Lisa C. Adams (19 documents), Felix Busch 
(17 documents), and Marcus R. Makowski (17 
documents) (Table 3). Several leading authors 
showed international collaboration rates 
approaching 50% (Bressem 47.6%, Adams 
47.4%, Truhn 46.2%), and betweenness cen-
trality identified Daniel Truhn (0.52) and Keno 
K. Bressem (0.49) as the strongest bridges be-
tween author clusters (Supplementary Table 
3), whereas others (e.g., Osamu Abe) published 
mainly within national groups. The co-au-
thorship network (Figure 5) revealed multiple 
interconnected clusters, with several authors 
linking otherwise separate groups.

Journal-level productivity and Web of Sci-
ence category distribution 

Journal-level analysis demonstrated a 
concentrated structure (Table 4). The Journal 
of Imaging Informatics in Medicine contribut-
ed the most documents (52), but Radiology 

Table 1. Top 10 most productive countries in large language model research in radiology

Country Documents Total citations Mean 
citations

Citation 
density

% docs 
cited

H-index International collaboration, 
n (%)

United States 268 4,491 16.76 8.21 79.5 31 107 (39.9%)

China 195 1,591 8.16 4.52 67.7 18 63 (32.3%)

Germany 128 2,114 16.52 8.56 71.9 24 51 (39.8%)

Türkiye 84 399 4.75 2.93 67.9 11 21 (25.0%)

South Korea 63 533 8.46 4.76 71.4 13 17 (27.0%)

Japan 51 842 16.51 8.68 74.5 16 7 (13.7%)

England 33 399 12.09 6.44 72.7 9 27 (81.8%)

Canada 29 871 30.03 13.83 82.8 12 12 (41.4%)

Switzerland 29 657 22.66 13.69 65.5 5 23 (79.3%)

Spain 24 118 4.92 2.46 66.7 6 9 (37.5%)

Citation density = mean citations per document per year since publication. H-index: Hirsch index.

Table 2. Top 10 most productive institutions (system-level harmonized)

Institution Documents Times cited Citation density H-index International collaborations

University of California System 38 432 5.84 12 13 (34.20%)

Technical University of Munich 37 267 3.93 11 15 (40.50%)

Harvard University System 31 530 8.15 11 19 (61.30%)

Sun Yat-sen University 26 207 4.81 6 9 (34.60%)

Mayo Clinic 23 171 4.28 5 6 (26.10%)

Stanford University 22 633 13.47 9 13 (59.10%)

Yonsei University 22 248 6.70 6 5 (22.70%)

University of Tokyo 21 327 8.18 9 2 (9.50%)

Shanghai Jiao Tong University 17 172 4.78 6 4 (23.50%)

University of Freiburg 16 269 7.69 8 5 (31.20%)

Citation density = mean citations per document per year since publication. H-index: Hirsch index.
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was by far the most influential outlet (49 
documents; 2,418 citations; citation density 
18.74; H-index 23), followed by Academic Ra-
diology (45 documents) and European Radiol-
ogy (35 documents; citation density 14.30). 
According to the 2025 Journal Citation Re-
ports, the radiology-specific journals among 
the leading sources (Radiology, Academic 
Radiology, European Radiology, Japanese 
Journal of Radiology, and the Journal of the 

American College of Radiology) all ranked in 
the first quartile (Q1) of the Radiology, Nucle-
ar Medicine, and Medical Imaging category, 
whereas the remaining outlets are multidis-
ciplinary or informatics journals whose quar-
tile ranks refer to different categories. Where 
a journal’s journal impact factor (JIF)–based 
and Journal Citation Indicator (JCI)–based 
quartiles differ (e.g., the Journal of Imaging In-
formatics in Medicine, JIF Q2 but JCI Q1), this 

reflects the different normalization underly-
ing the two indicators rather than an incon-
sistency in the data.

The distribution of citations across WoS 
categories, computed using full counting for 
multiply assigned categories, was dominat-
ed by Radiology, Nuclear Medicine, and Med-
ical Imaging (7,408 citations), followed at a 
distance by Medical Informatics (975), Health 
Care Sciences and Services (818), Comput-

Table 3. Top 10 most productive authors (name-disambiguated)

Author Documents Times cited Citation density H-index International collaborations

Bressem, Keno K. 21 202 5.18 8 10 (47.60%)

Adams, Lisa C. 19 160 4.57 8 9 (47.40%)

Busch, Felix 17 138 4.45 7 6 (35.30%)

Makowski, Marcus R. 17 125 4.31 7 5 (29.40%)

Abe, Osamu 16 300 9.38 8 0 (0.00%)

Truhn, Daniel 13 181 6.70 6 6 (46.20%)

Rau, Alexander 10 261 10.04 8 2 (20.00%)

Martin-Noguerol, Teodoro 10 44 2.32 3 0 (0.00%)

Luna, Antonio 10 44 2.32 3 0 (0.00%)

Kottlors, Jonathan 9 246 14.47 4 2 (22.20%)

Citation density = mean citations per document per year since publication. H-index: Hirsch index.

Figure 4. Leading institutions. (a) Most cited institutions (system-level harmonized). (b) Institutional co-authorship network (VOSviewer; minimum five documents; 
thesaurus-harmonized).

a b

Figure 3. Leading countries. (a) Top 10 countries by publication output. (b) Country co-authorship network (VOSviewer; full counting, minimum five documents).

a b
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er Science, Artificial Intelligence (434), and 
Multidisciplinary Sciences (355), indicating 
close alignment between radiology-focused 
and computer-science–oriented venues 
(Supplementary Figure 2).

Keyword analysis and co-occurrence struc-
ture

Author-keyword analysis revealed a con-
centrated thematic core. After thesaurus 
harmonization, the most frequent keywords 

were “large language models” (433 occur-
rences), “artificial intelligence” (291 occur-
rences), “ChatGPT” (129 occurrences), “radiol-
ogy” and “natural language processing” (107 
occurrences each), “magnetic resonance im-
aging” (49 occurrences), “radiology reports” 
(48 occurrences), “deep learning” (37 occur-
rences), and “computed tomography” (31 oc-
currences) (Figure 6a).

The co-occurrence network (Figure 
6b) comprised 88 harmonized keywords 

grouped into 8 clusters, with a densely con-
nected core centered on LLMs, AI, radiology, 
and natural language processing. Report-ori-
ented terms (radiology reports, structured 
reporting, report generation) and clinical-ap-
plication terms (clinical decision support, 
diagnostic accuracy) occupied adjacent po-
sitions, whereas modality-specific imaging 
terms were more peripheral. Individual mod-
el names (ChatGPT, GPT-4, Gemini, Claude) 
appeared as distinct nodes, allowing mod-
el-level usage patterns to remain visible.

Table 4. Top 10 most productive journals and their 2025 Journal Citation Reports indicators

Journal Documents Times 
cited

Citation 
density

5-year IF JIF JCI JIF 
quartile

JCI 
quartile

H-index

Journal of Imaging Informatics in Medicine 52 157 2.18 3.1 3.1 1.04 Q2 Q1 7

Radiology 49 2,418 18.74 15.5 17.6 4.15 Q1 Q1 23

Academic Radiology 45 503 5.53 4.0 4.7 1.39 Q1 Q1 14

European Radiology 35 758 14.30 5.7 6.0 1.55 Q1 Q1 11

Diagnostics 33 130 2.24 3.6 3.8 0.89 Q1 Q1 7

Scientific Reports 25 254 5.52 4.8 4.9 1.13 Q1 Q1 5

Japanese Journal of Radiology 21 516 11.22 3.6 4.6 1.09 Q1 Q1 11

European Journal of Radiology 20 114 3.45 3.7 3.9 1.05 Q1 Q1 6

IEEE Transactions on Medical Imaging 18 76 2.53 12.3 12.4 2.4 Q1 Q1 4

Journal of the American College of Radiology 17 467 10.86 4.7 5.3 1.35 Q1 Q1 10

IF: impact factor; JIF: journal impact factor; JCI: Journal Citation Indicator; Q1: first quartile; Q2: second quartile; H-index: Hirsch index.

Figure 5. Leading authors. (a) Author co-authorship network (VOSviewer; minimum three documents; name-disambiguated). (b) Most cited authors.

a b

Figure 6. Author-keyword analysis after 30-rule thesaurus harmonization. (a) Word cloud of the most frequent author keywords. (b) Keyword co-occurrence 
network (VOSviewer; full counting; association-strength normalization; minimum five occurrences; 88 keywords in 8 clusters; node size proportional to occurrences; 
model names retained as distinct terms).

a b
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Period-stratified keyword analysis re-
vealed clear thematic shifts (Supplemen-
tary Table 2). In 2022–2023 (36 articles), 
“ChatGPT” appeared in 9 articles (25.0%) and 
“large language models” in only 7 (19.4%), 
reflecting an early, feasibility-oriented phase 
centered on a single tool. By 2024 (147 arti-
cles), “large language models” had become 
the leading term (52 articles; 35.4%), and in 
2025–July 2026 (667 articles), it dominat-
ed (374 articles; 56.1%), whereas “ChatGPT” 
declined in relative frequency (82 articles; 
12.3%). Over the same periods, modali-
ty-specific and report-oriented terms rose 
[“magnetic resonance imaging” from 0 to 45 
articles (6.7%); “radiology reports” from 1 to 
41 articles (6.1%); “deep learning” from 1 to 
32 articles (4.8%)]. These counts provide key-
word-level evidence of the field’s movement 
from exploratory, ChatGPT-centered studies 
toward general LLM and modality-specific 
evaluation. Direct keyword-level evidence 
for a shift toward multimodal or clinically val-
idated studies is more limited, and this dis-
tinction is examined in the Discussion.

Discussion
This bibliometric study demonstrates a 

steady increase in interest in LLMs within the 
field of radiology since their emergence in 
November 2022. The publication landscape 
extends beyond a single application area, 
encompassing radiology report generation, 
clinical decision support, and educational 
use cases.10,12,17,18 Over time, a distinct aca-
demic structure has become evident across 
journals, authors, institutions, and countries. 
Early studies primarily focused on conceptu-
al evaluations, feasibility analyses, and sce-
nario-based applications, particularly those 
centered on ChatGPT for reporting and 
educational purposes,4,6,19,20 whereas more 
recent research has increasingly empha-
sized integration into clinical workflows and 
structured reporting,21,22 a pattern consistent 
with the period-stratified keyword analysis 
reported in the Results.

A recurrent finding with direct bearing 
on our keyword results is the absence of 
standardized, clinically meaningful evalua-
tion metrics for LLM outputs.21,23 Commonly 
used text-similarity measures such as Bilin-
gual Evaluation Understudy, Recall-Oriented 
Understudy for Gisting Evaluation, and Met-
ric for Evaluation of Translation with Explicit 
ORdering primarily assess word-level over-
lap and may assign high scores to clinically 
inaccurate and linguistically fluent outputs;3 
a single negation in a radiology report can 
alter the entire clinical course. Most clinical 

investigations likewise rely on conventional 
measures such as accuracy, area under the 
curve, or agreement coefficients, whereas 
the downstream consequences of errone-
ous or incomplete outputs for diagnosis and 
patient management are rarely assessed 
systematically.24 Against this background, 
the increasing prominence of structured re-
porting, benchmarking, and guideline-relat-
ed terms in our co-occurrence networks can 
be read as the field’s response to a gap that 
recent framework studies have also empha-
sized.24

Temporal analyses indicate that the LLM 
literature in radiology experienced a rapid 
surge in academic interest shortly after the 
public release of ChatGPT in November 2022, 
expanding from a single publication in 2022 
to 380 by 2025 across 850 SCIE-indexed ar-
ticles. Despite the relative youth of the field, 
the cumulative citation count of 10,767 and 
a mean of 12.67 citations per article indicate 
substantial scientific attention. However, 
aggregate indicators are driven jointly by a 
small set of highly cited early publications 
and by the recency of the corpus: The uncit-
ed share falls from 28.5% to 8.0% once the 
partial 2026 window is excluded. Over so 
short and age-dependent a window, H-index 
values are descriptive summaries, best read 
alongside year-normalized measures such 
as citation density. The demand itself may 
be partly attributed to practical challenges 
in radiological practice, including increasing 
workload, prolonged reporting times, and 
the inherently broad clinical knowledge base 
required in radiology.25

The United States occupies a leading po-
sition in publication output, total citations, 
and H-index, and its descriptive characteriza-
tion as the network’s hub has a quantitative 
counterpart in the highest total link strength 
and betweenness centrality (Supplementa-
ry Table 3). At the institutional level, United 
States–based centers such as the Harvard 
University System and the University of Cal-
ifornia System stand out in productivity and 
citation impact and show high international 
collaboration.26-28 Within the Harvard Univer-
sity System, Massachusetts General Hospi-
tal exhibits a high citation density despite a 
lower publication volume, suggesting strong 
visibility of its contributions. These findings 
align with the robust academic infrastructure 
in biomedical AI research29,30 in the United 
States and with the broader growth of glob-
al research-cooperation networks.26 China 
and Germany emerge as major contributors, 
whereas South Korea, Japan, and Türkiye 
show increasing participation. Although out-

put remains concentrated in a limited num-
ber of countries, collaboration patterns in-
dicate an increasingly global, cross-sectoral 
network involving both technical universities 
and clinical research centers.26

When journal distribution, WoS category 
structure, and author-level patterns are con-
sidered together, a substantial proportion 
of publications are concentrated in clinical-
ly oriented, high-impact radiology journals, 
including Radiology, European Radiology, 
Academic Radiology, and the Journal of the 
American College of Radiology. Interdiscipli-
nary journals such as Scientific Reports and 
the Journal of Medical Internet Research also 
occupy a notable position. Category analysis 
shows a clear predominance of Radiology, 
Nuclear Medicine, and Medical Imaging, with 
meaningful contributions from Computer 
Science and Multidisciplinary Sciences, indi-
cating close alignment between engineering 
disciplines and radiology-focused LLM re-
search.10 These patterns largely mirror those 
of radiology–AI research more broadly—
United States–led output, concentration in 
high-impact journals, and rapid growth29,30—
but the LLM segment reached a comparable 
structure within roughly 3 years, and its re-
port- and text-centered thematic core distin-
guishes it from the image-analysis emphasis 
of the earlier literature.29 Specialty-stratified 
mapping of LLM research across healthcare 
shows the same radiology-forward pattern.14

At the author level, several researchers 
exhibit international collaboration rates 
approaching 50%, and network metrics 
identify specific individuals—most prom-
inently Daniel Truhn and Keno K. Bressem 
by betweenness centrality—as bridges be-
tween otherwise distinct research clusters 
(Supplementary Table 3). Highly cited publi-
cations span clinically oriented themes such 
as report generation and clinical decision 
support as well as education and retrospec-
tive data mining from radiology reports.4,31-35 
The strong digitalization of radiology work-
flows and its structured data environment 
may partly explain the field’s prominent role 
in shaping LLM research in medical imaging.

Keyword frequency and co-occurrence 
analyses indicate that LLM research in radi-
ology is thematically centered on natural 
language processing and report-oriented 
applications.11,13,36 The central positioning 
of “radiology” and “large language models” 
reflects a strong linkage with the core liter-
ature, whereas the frequent co-occurrence 
of “reporting,” “chatbots,” “education,” and 
“decision support” suggests a predominant 
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focus on text-based clinical processes.12 In 
contrast, modality-specific imaging terms 
occupy more peripheral positions, indicat-
ing that LLMs are conceptualized mainly as 
tools for structuring and communicating 
image-derived information rather than for 
direct image analysis. This pattern is consist-
ent with the information-intensive nature of 
radiology and underscores the role of LLMs 
in addressing text-related bottlenecks in clin-
ical workflows.

Our keyword and citation findings should 
be read against the clinical evaluation liter-
ature they index. High-impact comparative 
studies concentrate on report generation, 
diagnostic-accuracy comparisons, and ed-
ucational scenarios.37-41 Where multimodal 
models have been tested against human 
readers, performance is variable and strong-
ly dependent on case selection and report 
standardization, and current systems are 
consistently judged unsuitable as standalone 
clinical decision-support tools.24,38-44 Recent 
publications point toward multimodal and 
cross-modal synthesis approaches;43,45,46 
much of this literature appears in computer 
science–oriented venues and concentrates 
on chest radiography.20,47 The sensitivity 
search reinforces this reading: a substantial 
body of adjacent literature on vision–lan-
guage and foundation models—much of it 
without a language component, concentrat-
ed in 2025–2026—lies outside the corpus 
definition. The next phase of growth is there-
fore likely to occur at the radiology–comput-
er-science interface. Clinically validated work 
in modalities beyond chest radiography is 
the least populated area within this SCIE-in-
dexed corpus—a sparsely occupied space 
in the defined literature, not an absolute re-
search vacuum.

This study has several limitations. First, the 
analysis was restricted to SCIE-indexed orig-
inal articles in the WoSCC to ensure citation 
homogeneity. All conclusions therefore con-
cern the SCIE-indexed journal literature rath-
er than the entire body of work on LLMs in 
radiology, and early editorial and conference 
material is excluded. Second, although radi-
ology terms were applied at the topic level, 
the primary strategy predated the consoli-
dation of vision–language and foundation 
model terminology: The post hoc sensitivity 
search identified 510 additional SCIE-in-
dexed articles, roughly one third of which 
carry language-model-related terminology, 
concentrated in 2025–2026. Multimodal 
conclusions are accordingly keyword-lev-
el signals within the corpus as defined, not 
exhaustive coverage of the vision–language 

literature. Third, manual screening, though 
independent and with quantified agree-
ment, retains judgment at the boundary 
between language-model and general com-
puter-vision research. Fourth, citation-based 
indicators favor older articles and do not nec-
essarily reflect clinical impact; concentration 
statistics depend strongly on the citation 
window and are therefore reported both for 
the full corpus and in year-stratified analy-
ses, and H-index comparisons are strongly 
age-dependent over so short a window. 
Fifth, system-level institutional aggregation, 
although documented in Appendix 2 and 
complemented by the unaggregated rank-
ing in Supplementary Table 1, can material-
ly affect institutional comparisons. Finally, 
residual affiliation variants, field-specific 
citation practices, and reliance on author 
keywords may introduce variability despite 
thesaurus-based preprocessing.

This bibliometric analysis of 850 SCIE-in-
dexed original articles shows a segment of 
the radiology literature growing at a rarely 
seen pace, but with an uneven structure: 
Citation impact is concentrated in a small 
set of early publications (the top 10% hold 
63.8% of citations; 28.5% are uncited, 8.0% 
excluding the partial 2026 window), pro-
ductivity is dominated by a limited group 
of countries and academic medical centers, 
and thematic attention clusters around text-
based applications, whereas modality-spe-
cific clinical validation remains sparse. These 
structural features, rather than publication 
volume alone, define the current maturity 
of the SCIE-indexed LLM literature in radiol-
ogy. For researchers, the least crowded space 
identified within this corpus is clinically val-
idated work beyond chest radiography and 
text-only tasks. For editors and funders, the 
co-occurrence of benchmarking and struc-
tured-reporting terms signals demand for 
standardized, clinically meaningful evalu-
ation frameworks the field has repeatedly 
identified but not yet produced.
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