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Opening note

This editorial presents an imagined dialogue between the author, a practicing radiologist,
and Alan Turing. The conversation is fictional and does not reproduce Turing’s actual state-
ments or documented views. Where his 1950 paper is discussed, the historical material is ex-
plicitly identified and referenced.

Radiologist: Why is artificial intelligence (Al) scary, if it is scary at all?

Turing: An interesting question. But tell me, are you frightened of what machines can do
or of what we do not understand about them?

Radiologist: Perhaps both. | can identify two possible reasons: the black box and the ex-
traordinary speed of development.

Turing: Then, you have proposed two hypotheses. Shall we examine the first?
Radiologist: Before we do, are these the only possible explanations?

Turing: Consider a machine whose workings are perfectly transparent, but whose objec-
tives are inappropriate, or one that performs reliably, but persuades people to trust it far be-
yond what its evidence warrants. Would neither concern you?

Radiologist: Certainly. But | would prefer not to collect every possible danger and call it a
root cause. | am not asking whether Al will take my job—not today, at least. | want to under-
stand what makes relying on it potentially dangerous.

Turing: A sensible distinction. Where shall we begin?

Radiologist: With the black box. It seems rather straightforward to me. We have enormous
datasets, statistical learning, and extraordinary computing power. What appears mysterious is
essentially mathematics operating at a scale beyond our comprehension.

Turing: You may be right about the mathematics. But have you explained the black box or
merely described the mechanism that produces it?

Radiologist: Is there a difference?

Turing: A considerable one. Knowing how a machine learns does not necessarily mean you
know why it gives a particular answer. We designed the architecture and training procedures,
but the resulting network contains learned relationships that can be difficult to interpret. We
understand how the machine was constructed without necessarily understanding every com-
putation it performs.

Radiologist: That sounds rather like knowing the anatomy of the brain without knowing
how a particular thought arose.

Turing: An analogy, provided we remember that artificial neural networks are not biolog-
ical brains.

Radiologist: | was hoping you might allow me one analogy.

Turing: Certainly. | merely insist on knowing where it stops working.
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Radiologist: Then, perhaps my concern is
not only whether | understand the machine
but whether | know when to trust it.

Turing: Perhaps. Let us see whether that
distinction survives your questions.

Radiologist: Fair enough. Let us start with
something very simple. Suppose | ask a large
language model to calculate 2 + 2. How does
it arrive at 4?7

Turing: The model processes your ques-
tion as tokens—pieces of text—and per-
forms computations using relationships
learned during training. It then generates an
answer by predicting successive tokens.? In
this case, those computations strongly favor
the answer 4.

Radiologist: Does it actually calculate, or
has it simply learned that 2 + 2 is followed
by 4?

Turing: We should not assume either
explanation universally. A model may use
learned arithmetic procedures rather than
merely reproduce a memorized association.
But it does not necessarily execute the ex-
plicit arithmetic procedure of a conventional
calculator.

Radiologist: Does that mean it could oc-
casionally answer 5?

Turing: Yes. An ordinary language model
has no inherent guarantee of arithmetic cor-
rectness, even for a simple calculation.

Radiologist: That seems a rather strange
limitation for such an impressive machine.

Turing: Arithmetic errors interested me
long before today’s language models. In a
dialogue | imagined in 1950, a respondent
was asked to add 34,957 and 70,764.The an-
swer given was 105,621. The correct sum is
105,721.

Radiologist: Deliberately?

Turing: The example does not establish
why the answer was wrong. Elsewhere in
that paper, | considered machines deliber-
ately making arithmetic mistakes to avoid
being identified by their accuracy. | also dis-
tinguished a malfunction from an incorrect
conclusion.!

Radiologist: And a modern language
model may give an incorrect answer without
deliberately trying to deceive us.

Turing: Exactly. A wrong answer does not
necessarily mean that the machinery has
malfunctioned.

Radiologist: Then, what is the difference
between the language model and an ordi-
nary pocket calculator?

Turing: A calculator executes a defined
arithmetic procedure. Under normal oper-
ation, 2 + 2 produces 4. A language model
generates its response through learned com-
putations. It may arrive at the same answer,
but its method does not provide the same
guarantee.

Radiologist: So, the calculator’s answer
follows from an explicitly implemented arith-
metic rule, whereas the language model’s
answer depends on what it has learned.

Turing: Broadly, yes, although a language
model can also use an external calculator; in
which case, the arithmetic itself is performed
by that tool.

Radiologist: So, even when both give ex-
actly the same answer, the grounds for trust-
ing that answer may differ.

Turing: Precisely. And that distinction
becomes particularly important when the
question is no longer 2 + 2.

Radiologist: When | ask something less
straightforward, does the model not simply
generate the statistically most plausible an-
swer?

Turing: Its output depends on learned re-
lationships and the context of your question.
But statistical plausibility is not the same as
factual correctness; nor does the process
necessarily select the most probable token
at every step.

Radiologist: Then, it does not reason?

Turing: | would not go that far. A model
can perform intermediate computations,
apply learned rules, and solve problems re-
quiring several steps. But an answer that
looks reasoned is not proof that the relevant
facts were checked or that its explanation
accurately represents how the answer was
produced.?

Radiologist: So, reasoning, correctness,
and explanation are different things.

Turing: Indeed. A correct answer may be
poorly justified, and a very persuasive expla-
nation may accompany an incorrect answer.

Radiologist: We have avoided a famil-
iar word: hallucination. Is it simply another
name for a wrong answer?

Turing: Not quite. In generative Al, hallu-
cination generally describes information pre-
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sented as factual that is false or unsupported
by the available evidence.*

Radiologist: Such as inventing a scientific
reference or describing an imaging finding
that is not actually there?

Turing: Yes, in systems generating those
descriptions. The information may sound
convincing even when it has no adequate
factual basis. But not every incorrect answer
is necessarily a hallucination.

Radiologist: You are making the machine
sound remarkably human.

Turing: That was not intended as a com-
pliment to either party.

Radiologist: But we should distinguish
large language models from other medical
Al systems, should we not? An algorithm
detecting pulmonary nodules on comput-
ed tomography does not necessarily predict
words.

Turing: Correct. Language models gen-
erate tokens, whereas imaging models ana-
lyze image data through different architec-
tures and objectives. Some newer systems
combine language and images. However,
although they share principles of statistical
learning, we should not describe every form
of Al as a next-token predictor.

Radiologist: Nevertheless, the reliability
of these systems must depend on the quality
of the data from which they learned.

Turing: Among other things. Accuracy,
relevance, representativeness, and the rela-
tionship between training conditions and
the intended application all matter.

Radiologist: But surely the enormous size
of the data helps.

Turing: It can. However, increasing the
quantity of data cannot automatically correct
systematic errors. An enormous collection of
unsuitable observations may be less useful
than a smaller collection properly matched
to the question.

Radiologist: Radiologists should under-
stand that. A million images obtained under
the wrong conditions do not necessarily an-
swer the clinical question at hand.

Turing: Precisely. The distinction between
the size of a dataset and its suitability for a
particular task should be familiar to anyone
practicing evidence-based medicine.

Radiologist: Prompts complicate matters
further. | initially imagined that a prompt se-
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lects a sample from the vast amount of infor-
mation the model has absorbed.

Turing: That is a useful analogy but
not a literal account. A prompt conditions
the model’s predictions. It changes which
learned relationships and capabilities be-
come relevant to the response. It does not
ordinarily retrieve a selected set of its original
training examples.

Radiologist: What makes that possible?

Turing: In transformer models, one impor-
tant mechanism is self-attention. It allows rep-
resentations of different tokens in the current
context to influence one another. But self-at-
tention is not itself a test of factual truth.?

Radiologist: So, we should distinguish
three things: what the model learned, how
my question shapes its response, and wheth-
er the response is correct.

Turing: Exactly. Training, generation, and
verification. They are related, but none can
simply substitute for the others.

Radiologist: And some systems retrieve
documents from external sources rather
than relying exclusively on what was learned
during training.

Turing: Yes. Retrieval-augmented genera-
tion can provide additional information to the
model,® but retrieving a document does not
establish that the document is trustworthy.

Radiologist: That brings me to a thought
experiment. Suppose 50 million people pub-
lish statements on the internet claiming that
Julius Caesar was female. What happens
when someone subsequently asks an Al sys-
tem about Julius Caesar?

Turing: First, those statements would not
change Julius Caesar’s sex.

Radiologist: | am relieved that we agree
on the historical question.

Turing: We should be grateful when the
easy questions remain easy. Your harder
question concerns what the machine would
learn or retrieve.

Radiologist: Exactly. Would 50 million
repetitions of a false claim affect its answer?

Turing: Possibly. If the material entered its
training data, it might influence the learned
model, depending on how the data were se-
lected and processed. If the system retrieved
information from contaminated online
sources, the falsehood might instead influ-
ence its response directly. These are different
mechanisms.

Radiologist: This is the problem of data
poisoning?

Turing: It can be, particularly when mis-
leading information is deliberately introduced
to manipulate the system. Such vulnerabilities
have been demonstrated in medical language
models, even when only a very small fraction
of training data was manipulated. Sheer nu-
merical dominance is not required.t

Radiologist: Still, the experiment exposes
something important. The historical truth re-
mains unchanged, whereas the information
available to the model may change dramat-
ically.

Turing: Yes, and the popularity of a propo-
sition is not the same as its truth.

Radiologist: Then, how does Al distin-
guish truth from consensus?

Turing: It may compare sources, use
learned relationships, retrieve additional evi-
dence, or consult external verification proce-
dures. But there is no universal mechanism
by which an Al system simply recognizes
truth. Each method has limitations.

Radiologist: Suppose the developers
assign greater importance to authoritative
sources—a historical archive, for example,
rather than 50 million anonymous internet
posts.

Turing: That may be justified, but we
must distinguish evaluating the credibility
of evidence from merely assigning numerical
truth weights. Different systems use different
procedures, including data curation, retrieval
ranking, and additional training.

Radiologist: Yet, someone must deter-
mine which sources deserve authority.

Turing: Indeed.

Radiologist: And that someone might be
mistaken.

Turing: Certainly.

Radiologist: Or biased.

Turing: Possibly.

Radiologist: Or deliberately manipulative.

Turing: Also possible, but do not confuse
the possibility of manipulation with the il-
legitimacy of judging evidence. You would
not treat every radiological interpretation as
equally well supported merely to avoid exer-
cising professional judgment.

Radiologist: No, but scientific judgments
can be challenged, revised, and tested

against new evidence. Can the same be said
of the criteria built into Al systems?

Turing: That depends partly on how the
systems are developed, evaluated, and gov-
erned. The important question is whether
those criteria can be scrutinized and cor-
rected, not whether all sources receive equal
treatment.

Radiologist: Then, perhaps researchers
should be able to inspect the models them-
selves. Does this make open-weight Al pref-
erable to closed-weight AI?

Turing: Open weights permit forms of
inspection and experimentation that closed
weights may restrict. But access to model
parameters does not necessarily reveal the
complete training history, explain individual
outputs, or establish reliability.

Radiologist: So, the black box does not
disappear merely because the box has been
opened.

Turing: A rather good way of putting it.
Radiologist: You sound surprised.

Turing: A little. | had expected the meta-
phor to become less useful by now.

Radiologist: There is another problem.
We train Al systems to be helpful, but can
that interfere with their willingness to disa-
gree with us?

Turing: It can. Models may undergo rein-
forcement learning from human feedback, or
related preference-based training, to make
their responses more helpful and appropriate.
However, human preferences do not always
reward factual correctness; sometimes peo-
ple prefer an answer that agrees with them.”

Radiologist: Model sycophancy.

Turing: Precisely. A system may reinforce
a user’s beliefs rather than examine them
critically.

Radiologist: Consider a radiologist who
provides an image and clinical informa-
tion to a multimodal Al assistant and then
prompts, “l think this lesion is benign. Explain
why!” Might the system produce an impres-
sive argument supporting that conclusion?

Turing: It might, especially if the wording
encourages agreement. A reliable assistant
should instead examine the evidence, ac-
knowledge uncertainty, and consider alter-
native interpretations.

Radiologist: And the radiologist, seeing
a fluent explanation, might become more
confident.
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Turing: Yes. The interaction can strength-
en an initial assumption without adding
adequate evidence. A study of Al-assisted
chest radiograph interpretation found that
the effects of assistance varied substantially
among radiologists, sometimes helping and
sometimes hindering their performance.®

Radiologist: And if the radiologist be-
comes too ready to accept the machine’s rec-
ommendation?

Turing: That is automation bias: excessive
reliance on automated advice even when
other evidence suggests otherwise.’

Radiologist: So, the danger is not nec-
essarily that the machine has reached the
wrong answer independently; it may be that
the human and machine reinforce one an-
other’s mistake.

Turing: That is one possibility. The quality
of the combined judgment cannot simply be
inferred from the apparent competence of
either participant.

Radiologist: We have now encountered
problems concerning data, prompting, veri-
fication, human preferences, and developer
decisions. Are all these consequences of the
black box?

Turing: Not entirely. Some would remain
even if we could inspect every internal com-
putation.

Radiologist: For example?

Turing: A perfectly transparent system
might still optimize the wrong objective. A
model rewarded for producing agreeable
answers could be completely understanda-
ble yet unsuitable for a task requiring inde-
pendent criticism.

Radiologist: That brings us to the align-
ment problem.

Turing: Yes. A measurable objective may
be an imperfect substitute for what people
actually want. A system can optimize that
substitute successfully while failing to serve
the underlying purpose.

Radiologist: Like maximizing diagnostic
sensitivity without sufficiently considering
the consequences of false positives?

Turing: That can illustrate the problem if
sensitivity is optimized without adequate re-
gard for the intended clinical outcome. The
appropriate balance between sensitivity and
specificity is a clinical question, not merely a
computational one.

Radiologist: Then, alignment is not re-
ducible to opacity.

Turing: No. Understanding a system and
ensuring that it serves appropriate objec-
tives are different tasks, although under-
standing can help us discover misalignment.

Radiologist: Let us return to my second
proposed root cause: rapid development.

Turing: What is frightening about speed
itself?

Radiologist: The capabilities of Al are ad-
vancing so quickly that our ability to under-
stand and evaluate them may lag behind.

Turing: Then, perhaps the problem is not
speed alone but the possibility that develop-
ment and deployment outpace the methods
needed to establish reliable performance
and appropriate use.

Radiologist: And new capabilities may
appear that we did not fully anticipate.

Turing: Sometimes. But apparent leaps
in performance can also depend on how
capabilities are measured.’ What matters is
that we cannot always predict a system’s ca-
pabilities and limitations confidently before
testing them.

Radiologist: In radiology, even an un-
changed algorithm may encounter changing
scanners, protocols, patient populations, and
clinical practices.

Turing: Exactly. A model that performed
well under one set of conditions may per-
form differently under another. That is why
evaluation before deployment and monitor-
ing afterward are both important.”

Radiologist: There is still something rath-
er peculiar about Al. It communicates as
though we were speaking to another person.
Does that not make it especially unsettling?

Turing: It can. Human-like conversation
encourages us to attribute understanding,
intention, or authority beyond what the evi-
dence supports. In my 1950 paper, | explored
the imitation of human conversation,’ but
successful imitation and justified trust are
different questions.

Radiologist: In other words, the machine
may sound more certain than its evidence
permits.

Turing: Yes, and people may mistake con-
versational confidence for authority. But an-
thropomorphism is not identical to opacity
or misalignment; it concerns, at least partly,
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how humans interpret and respond to the
machine.

Radiologist: We began with two candidate
root causes. We have now considered opacity,
rapid development, alignment, unreliable ev-
idence, sycophancy, and anthropomorphism.
Have we discovered the fundamental causes
or merely assembled a more impressive list?

Turing: We have identified different
mechanisms and concerns but not estab-
lished that they are all independent or ex-
haustive. Let us test your original hypothe-
ses. If a system were fully transparent, would
all the danger disappear? If development
slowed, would it disappear?

Radiologist: No, and no.

Turing: Then neither opacity nor speed
can be the whole explanation. A transparent
system can use false information or pursue
an inappropriate objective; a slowly develop-
ing one can still mislead us. Opacity makes
failures harder to investigate, and speed can
make evaluations outdated.

Radiologist: So, the problem goes be-
yond both. An Al answer can seem trustwor-
thy even when the grounds for trusting it are
inadequate—or cease to apply when the sys-
tem or its use changes.

Turing: That is a more useful distinction.
But do not assume that every machine must
explain all its internal workings before it can
be trusted.

Radiologist: Why not?

Turing: Because internal explanation is
one source of understanding, not the only
basis for justified trust. Independent testing,
reproducible results, performance within de-
fined conditions, and ongoing monitoring
also provide evidence.""?

Radiologist: As they do in medicine.

Turing: Precisely. You routinely make
decisions under uncertainty. You do not de-
mand absolute certainty before acting; you
demand evidence appropriate to the impor-
tance of the decision.

Radiologist: But medicine does not al-
ways get that balance right.

Turing: Of course not. Experience with
uncertainty does not guarantee good judg-
ment; it provides methods for making judg-
ments—and for correcting them.

Radiologist: Then, what should radiolo-
gists actually do with Al?
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Turing: They should help establish what
counts as meaningful clinical benefit, which
errors are acceptable, which populations and
settings have been adequately tested, and
when a system’s recommendations require
additional scrutiny. Reporting standards and
professional guidance provide useful start-
ing points.'1415

Radiologist: That sounds like a great deal
of work.

Turing: Progress occasionally is.

Radiologist: And has such scrutiny proved
worthwhile?

Turing: Consider mammography. An earli-
er study found no improvement in screening
accuracy from conventional computer-aided
detection.’® The lesson was not that comput-
ers could never help but that promised ben-
efits require evidence.

Radiologist: And is there now evidence
supporting optimism?

Turing: Yes, in specific settings. The rand-
omized Mammography Screening with Arti-
ficial Intelligence trial reported a non-inferior
interval cancer rate, improved sensitivity, un-
changed specificity, and a reduced reading
workload.”

Radiologist: That sounds encouraging.

Turing: It is. But the conclusion belongs
to the evaluated approach and its intended
setting.

Radiologist: A mammography screening
system performs a defined task. A gener-
al-purpose Al assistant can answer almost
anything | ask, and its response may change
with the wording of my question.

Turing: Exactly. Evidence supporting one
screening workflow cannot establish the re-
liability of an open-ended assistant. Each in-
tended use requires appropriate evaluation,
including changes in user interaction and
model versions. An answer from an uneval-
uated use should be checked, not treated as
established clinical evidence.

Radiologist: So different systems should
earn different degrees of confidence for dif-
ferent purposes.

Turing: Precisely.

Radiologist: We have moved rather far
from my opening question. Perhaps we
should return to it.

Turing: By all means.

Radiologist: Why is Al scary, if it is scary
atall?

Turing: Because an Al answer can appear
trustworthy even when the grounds for trust-
ing it are inadequate—or no longer apply.

Radiologist: Then, perhaps the appropri-
ate response is neither fear nor uncondition-
al trust but informed curiosity, disciplined
skepticism, and cautious optimism.

Turing: That seems a reasonable conclu-
sion.

Radiologist: Can we really be optimistic?

Turing: Cautiously, yes. Not because every
system deserves confidence but because we
can investigate its limitations and test its per-
formance for particular uses. But you are the
physician. May | ask you something?

Radiologist: Of course.

Turing: Has uncertainty ever prevented
you from practicing medicine?

Radiologist: No. It is part of practicing
medicine.

Turing: Then, perhaps the arrival of Al
does not demand that you abandon your
methods of judgment; it demands that you
examine how those methods must evolve.

Radiologist: So, we need not eliminate
uncertainty before benefiting from Al?

Turing: No. But we must never confuse
our ability to use a machine with our under-
standing of when to trust it.

Radiologist: That sounds rather familiar.

Turing: It should. Radiologists have been
learning when to trust their tools for a long
time; Al gives them another reason to keep
learning.
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